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#22-1 & =22 event-based cameral| spike stream2 YHOZ HIO} pixel THE
motion field, & optical flowES F&3t= Hybrid U-Net& 28 nm CMOSO|A| 7t&3H o3t
O|C}. Optical flow= ego-motion estimation, segmentation, SLAMNE 2 HYEE %
H AMEs5t= ZH Yag|Fol oy FAMe|o|Ch HMH ofLto] A HEE  temporal
response’t 2|+ autonomous driving/flying, embodied intelligence S&0|A= fixed
frame rateE Z= conventional camera2 Ll event cameraZt $2|5HX| Bt event streamOf|
M S-AZt BEE FESte ZE2 A MM 22 HASIZTH activation,
weight, input streamOlA] Eddt= S8 SA|0| =00f oLt

CHA 2EQI Hybrid U-Net2 SNN down-sampling2t ANN up-sampling2 Z 2 2tCt SNN
HEE22 spike eventE time-step2Z accumulationdtl LIF SX2Z spatial-temporal
featureE THECL ANN H&£2 real-valued activation® A2l optical flowsS S & SHCH
O] #+ZX& MVSEC datasetO| Al AEE 1 pixel O|2te| M=tz & HO|X|ZH multi-level U-Net,
SNN/ANN 2%t A4t non-linear selection function, feature map MARE0| 25 ZBHE|Of
Che= CNN accelerator HAC 2= & E =2 288 7| O{®ELC}

MXAHEE Hybrid U-Net2| HIZEES Ml 7HXIZ2 243CEH AW, MaxPool2 non-maximum
valueE, ReLlUE negative valueE HE|EE LIS layerO| MEEX| = U2 At
ALto] HA|Q| 71.3%01 O| 2Lt =M, 8-bit signed weight2] MSB Z HH& sign-extension
bit7t A weight external-memory-access®| 84.7%E XtX|StCt O|2{st Bt bito| Z2
weight groupOtCh CtE27| UHEO0] fixed bit-width split A2 MO 2 F0|7| 0f
HCh AW, event camera YUEH2 SHY HEf7L HFEHO|ALE H{ZO| H|O Us M
adjacent input stream AFO|Q| BZ}7F 2t MVSEC sub-datasetOl Al E+ input intervalO|
HZESZE average similarity?t 90% O|&7tX| S 7tstct.



Emerging Intelligent Scenarios
Autonomous Driving/ Flying
Embodied Intelligence

Downstream Tasks
i - Ego-Motion

) —| - Segmentation
Splk Streams Optical F|ow - SLAM

Evaluation
Average Endpoint Error (AEE) =
Z||Flow,, ca(xy) = Flowg (x )|,

Evaluation on MVSEC [5]
with DVS streams

A
FireFlowNet[8] EV-FlowNet[5]
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1-0 b This Work** Hird UNer)

4 6 8
SNN B|OCk ANN Block GOPs/GFLOPs*
*20PSIFLOPS = TMAC in ANN = 1LIF during ime-steps in SNN. **This Work uses a Fybrid U-Net Architecture referring 1o (7]

[213 1] Hybrid U-Net 7|8 optical flow & Z&1 MaxPool/ReLU redundancy, weight EMA,
input similarity 2.

X et StERIO= Redundancy Speculation, Bit-Width-Aware Compression, Deep-Level-Skip
Scheme2 otLtQ| dataflow Q0 ZBSHCH Dense-Channel-First Speculation® output
channelOtCt densityZt Ct2Chk= ES 0|83 dense channelE TA A itsta, &7d
input channel &= 0|Z MaxPool/RelU Z1ME Z7|0| FH3ICL 0| non-maximum E=
negative addressZ O|&El= {X|= E2 channel AHAO|A skipZ|H, Load and Skip
Detector”t all-zero inputlt redundant address& Z X3l PE clock gating= X -&%tLCt.
Channel Order Generator= Al4tEl output accumulation2 HIE S 2 CHS layerOf A 24
X2|g dense channel &=AME CiA| HESICL,
BWACE= adjacent weightE group2EZ F1 group® required minimum bit—widthQ}
Non-zero Map=2 X &StCE BWADUE compression address, Min. BW, Non-zero Map= £
O X groupll bit rangeE MEHSIL, bit-shift@t sign extension2 &3l 2 8-bit
weight =AME S ot} DLSSE Level 02| feature mapXt O|X feature map= H|ud|
similarityZt threshold 2L} =2 ™ deep U-Net levelZ 2fotCt o2 7|E PE linelt
on-chip memoryE XHAt23l feature difference@t threshold comparison® Tt &E T
GELCH

Overall Architecture
‘_,‘ Configurable ngp Controller & Processing Unit
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[ 2] M2t optical-flow accelerator®| ™A architecture



£ X2 28 nm CMOSOH|AM XA E| R die area= 1.45 mm?, core areat= 0.80 mm?O|
Ch 0.625-1.2 V, 12-744 MHzOl|AX SZ5t0, MVSEC B7t0|lA EMAE ZEot system
energy efficiency 14.07 TOPS/WE H & 3tC} Redundancy speculation, BWAC, DLSSE 25
M283S M 8-bit quantized baseline CHH| mean AEE Z7+= 0.030 X1, overall

operation2 0.20x, EMA= 0.08x, energy cost= 0.12x, latency cost= 0.19x=2 & ASHRULE,

#22-2 2 =2 4D radar point cloud 7|8t 3D object detection=2 HA|ZE XA HEHEC=Z =
&5t7| I8t 65 nm sparse acceleratorg HQtSICE 4D radare 3% 37H FEO|
Doppler velocity §2E F7IE2 XNSSIEE rain, fog, snow & LHZ0|MEZ camerat
LIDARELt PHHH Ol sensingg M3 == ULk 2{Lt radar tensorE voxelize®t F 3D
M™M= frameT F 96,189 voxel0| Z=X|s}
=02te O|F HA StER 282 A=

sparse convolution backbone2 X 2|st=
1, noise filtering2 2 95% sparsityE Tt
O =2 index MO H|&0| ZHtCt,
7|& sparse convolution accelerator= 3x3x3 kernel2| output voxel& Bt=7| sl FH
267l neighborE active voxel lookup tableO|Lt CAM/LUTO|A ZMSHCt SEX|BE 4D radar
input2 irregular activation sparsity7t 245t weight pruning7tX| M&E[™ search miss2f
idle cycleO| B7I3tCt. =F2 sparse input/weight Z=Z10 A hardware utilization0| 2F 7%
+FOZ2 JOotE £ A2, 3D convolution®| dilation0] FLSHX| %2 voxel FHIIK|
active output2 &3l 2223 computation® THELCD ALY

et 2= X|&M3l= structured N:M kernel pruningdt Importance-based Run-time Input
Pruning(IRIP)2 ZgorCL 3x3x3 kernel2 Ml 7H2| 3x3 slice2 LtF|DH, Z sliceO|A 3274
input channel?| spatial L1 norm= "ol top N=1 X2t H7]= 1:9 pruning=2 =t
Ct. 2= input channelO] Z& pruning patterng S-F5t2E output coordinate= input
index2t remaining weight index2| Et#= addition@Z2 AH4LHEICEH IRIPE  incoming
activation2| running meang 7|E2 2 FR% voxel2 SP-ConvE X2t ER8HX| &

2 voxel2 Subm-ConvE H|2t5H0] dilation redundancyE = QIC}

4D Radar Sparse Tensor
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[12! 3] 4D radar processing pipelineZ} sparse convolution2| M| 7tX| 73



e Al SHEQIO= Dynamic Accumulation Unit(DAU)O|CH 7| & 2AI0| active voxel tableOf|
M neighborE &= Z1t E2|, DAUE PE array?t g3t output index-value stream=
COO-sorted order2 2Ot Z'2 index®| partial sum2 SRAMO| SHo=Z FXN3iCt
Compare tree= FIFOO|A E0{2 candidate output index2} SRAM buffer@| current index
£ H|W3t1, matchE|= GR0|Tt partial sum2 accumulate®tC}. O|F &4l activationdt
weightZt B5 sparse®t dual-sparse 20| M E neighbor-search-free convolutionO| 7t

SofTICt.
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[O13 4] 32x32 PE array, DAU, IPM2 &t radar accelerator T+,

SIEQIO= 32x32 systolic PE array, 80 KB on-chip SRAM, 1x32 index calculation unit, 64-
depth input/output FIFO, DAU, IPM2E ’dEILCt Sparse-adaptive PEE zero input ==
invalid output index ZZ10|A psum updateE 2f11 accumulator clock gating= &-8%IC}
13-bit psum register?t PE power2| & H[S& XIX|SIE 2, accumulator activityE =0|=
TXR7b oKX 280 AFE 7|04BtCt Double-buffered PSUM SRAMZ incoming partial
sum X 2|2} existing psum readE HE3ISH DAUL| streaming XMZ|l&2 FXIBHCE

Prototype2 65 nm CMOSO|A 20 mm x 3.0 mm, & 6.0 mm? HHSE KNZEHEJD
10247H2| PER} 80 KB SRAMS ZEBSHICH K-Radar datasetdt RTNH model B7t0iA FP16
baseline BEV mAP 58.94 CiH| 58.11 mAPE E/d3ll accuracy loss& 1% O|Pt2= [FX|5}
ULE DAU= CAM 7|8t neighbor search CHH| end-to-end latencyE 81.5% &1, 0.85
VO A 2.55 TOPS/W&t 204.67 GOPS/mm?E HHSIRULE 7|E 3D point cloud accelerator

CHH| energy efficiency= 1.48x, area efficiency= 2.71x =CL.

#22-7 & =82 LayerNorm, GELU, Softmax, FFT, circular convolution & MatMul S
NPUZI &E XNza|st7| 02{2 non-MatMul kernel2 98t 16 nm spatio-temporal elastic

CGRA SoCQl STELLAE XCtstCt. X2 Al model2 matrix multiplication® OfL|2}



normalization, activation, reduction, transform A€ operatorE FO0| ZssiH, 0|2{gt
non-MatMul operator= GPU 7|8t LLM inference latency®| 40% O|&& XX == ULt
[[t2kA MatMul array2| peak TOPSEH =0|= HAIC 2= MK inference latencyE S5l
Z0|7] &Lt

=2 target kernel2| challengeE multi-stage fused pipeline2 =2 742[BtC} LayerNorm
2 0|2 =3 mean/variance A 42 input lengthBtE BHEE|11, normalization factor Al
A2 13]d stageO|M, scaling stage= CHA| input lengthTtE BHEEICH O| X3 staged
loop iteration count?t A|{2 LCFE1 mean, variance, normalization factorX| & runtime?|
A AHEl intermediate valueE O|F stageOi|A gt= X{ALESHOF BHCH EETE Al algorithmO|
w27 H3lstEZ EX  operator® 2t Z[HSIEl  heterogeneous ASICELE A2

operator®} dataflowE &% = U= reconfigurable fabricO| &3}t

Non-MatMul/Tensor Algorithms
+ Non-linear Activations GELU, SiLU, Tanh, SoftMax. « Reduce-centric Normalization, Correlation, Distance.
« Resampling & Interpolation  Bilinear, Polyphase, Warp.  « Spectral & Modal FFT/DCT, NTT, Wavelets, PCA.

Actual Kernels (Multi-Stage Fused Pipeline) Basic Operator Types

Direct intermediates forwarding, e " Jreey

] [ p—
LayerNorm X Ninput x1 X Ninput
P— > Broadcast (G55
@* Ny *@» Reuse of Input: 2 of M. 1+N
— Transform | 5&

Challenge.1 ... Challenge.2 - Challenge.3 -
Multi-stage coalesced loops Mixed runtime data reuse strategy Flexible operator support

v

Accelerator Implementation Solutions
Heterogeneous ASIC Design Spatial CGRA ] Spatio-TemporaI(SCT) CGRA

gCere o)
.S R 4%7@5 Fg;

Chain of sub-accelerators

Challenges Hetero-ASIC _ Spatial CGRA ST-CGRA This Work
1. Multi-Stage HW loops &
Loop Support Fit in space-time

2. Runtime Dataflow-specific Data copy Data copy On-demand copy
Data Reuse in-place reuse icati icati & in-place reuse

HW loops Fitin space Fit in space-time

3. Flexibility Low Medium (Spatial) High (ST) High (ST)

[2& 5] Non-MatMul multi-stage fused pipeline kernellt STELLA A &7|.
STELLA= 4x4 cardinal-meshed ST-CGRA fabric, 64-bit vectorized PE, 128 KiB L1 scratchpad
memory, RV32| host CPUE T/JEILC} Spatio-temporal CGRAE Z PEZ} cycle-by-cycle2
configuration® HIFEE 10| spatial CGRA2| single-command routine $HAHE 2ta}otCt,
Top-levelOl= rapid stream-in configuration path2} per-PE hardware loop controlO| Zgt
ZIC} Per-PE hardware loop control2 Z|CH 471 sub-stage contextE X &5StH, Zt context
Ol = loop iteration threshold, instruction base address, instruction offsetO| ZgtEICt O|E
&0 multi-stage kernel2 software loopltt BF=X Q1 FH| reconfiguration 80| PE LHZ
hardware loop2 Mgt 4= QUCEH
Rapid configuration path kernelO| 4-stage limit2 = A20|% instruction bufferet
constant bufferg WEH CiA] MREZE otk 2EF CSR 7|8F  configuration2
bandwidth?} =0} reconfiguration overhead”?t 3 X[TF, STELLAE load/store streamer2f
shared memory controllerE O|&%3f| stream-partitioned 24|22 PE configurationE &

S} O] =& kernel mappingQ| flexibilityS R XISHHA] stage e H| &S =L}



| AXI |4-»| Host CPU |W - | L1 Scratchpad Memoryl
LX ]

Load/Store E é 64bs
X,
Double-buffered St |Units (LSU)

Status ¥ §controls 59

Control State Register (CSR) Cm
Manager

CGRA CSR Table Config Mode Compute Mode
Top - Task sequence 32bicorelload 64biport
FSM|| - Global/Core contexts Core instr.iConst.” {
- Other r:/orgols/smtus i Biters ; LoadiStore Ports
@ Rapid configuration path

ub-Stage Context (4 sets)

———> s Loop iteration threshold
!III « Instruction base address
tlals| o Instruction offset

@ Per-PE HW-Loop control

@ LayerNorm showcase
Stage-2

Trecontig = 300 cycle (average)
Assumed implementation:
e« Stage-1/3: fully-pipelined (512 cycle)
e Stage-2: one-shot sequence (10 cycle)
e Conditionals: predicate flag (GPU-like) tage Unroll  Single-Stage This work
(Wdoop)  ° Hisioop

cut ime
— — 5.94x
Ninpu = 512 Parameters) o .
H Resats

[Z12 6] STELLA SoC, CGRA fabric, per-PE hardware loop, rapid configuration path.

PE micro-architecture= low-latency?} runtime data reuseE &% X[ &P} CU Input FIFO
= 0| popElX| Y1 gtE MAEE = JUEFE FAEE0 LayerNorm2| mean/variance
XMH O|F stageO| A ZL3% runtime-computed valueE in-placeZ 9 X|$HC} Hazard-free
CU output fast forwarding® computation unit & local FIFOO| MX| %1 CHE PER
&H forwarddll operation™ 1 cycle= =QICt Multi-precision SIMD computation unit2
64-bit datapath QtO|Af 8/16/32-bit vector operation= X| @ PHC}.

STELLA= 2-stage elastic PE pipeline2Z cyclic FIFO handshake2| combinational loop&
decoupledtl, scoreboard-based dispatchZ false dependencyti| [[HE =22 Q3 stallg2 =
QICE TSMC 16 nm FinFET2 2 HNZHE 2 9 mm? chip & core area 0.81 mm?E A&
StH, 1.0 VOIA Z|Cf 850 MHzZ &ZIStC LayerNorm, polynomial GELU, circular
convolution, FFTE CHAMCE St HWILOA XCf 110 GOPS/mm2E =MD, baseline
CGRA [CHH| effective kernel throughput2 4.84-7.14x 7§ ILCt Per-PE hardware loop
control2 1.58-5.94x speedup=, PE-level fast forwardingdl runtime data reuse= 1.57-
1.98x speedup= M|S L.
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